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ABSTRACT
There is little point being able to generate an application in an hour if it still takes six months to gather and process the requirements! This case study looks at a real world application generator used internally by SystemsForge for generating web applications. It combines an iterative requirements gathering / wire-framing process with a Software Product Line and a set of Domain Specific Languages to specify and generate standard and custom web applications quickly and cost effectively.

1. Introduction
This paper describes our experiences in designing and building a Software Product Line for generating custom web applications quickly and cost effectively. While the problem space is well traveled, the paper should provide some interesting perspectives for anyone interested in Software Product Lines, Domain Specific Languages, metadata driven application frameworks or improving the re-usability of their requirements.

The paper starts by providing an overview of our background and a summary of some of the non-intuitive design decisions that have worked for us. It then goes into detail about one particular part of the project - creating a flexible and efficient process for rapidly reusing requirements across projects.

2. Background
At SystemsForge, we are wholesalers that generate custom web application on behalf of small website developers with limited programming resources on staff. A typical project will run between $1,000 and $5,000. The developers add graphic design, data entry and project management services and sell the sites to Small to Mid-sized Businesses (SMB’s) for between $5,000 and $50,000. Typically projects will be some combination of standard functionality (content management, e-commerce, newsletters, etc.) with some custom functionality (custom objects or features) to create a customized application. We specialize in use cases that require more customization or integration than off the shelf solutions provide but that cannot justify the costs of a completely bespoke system.

By 2005, we had a procedural generator for generating common functionality, but the customization options were limited and it didn't support regeneration after manual editing of the generated scripts (active code generation). We needed a system that would be more configurable and extensible and that would allow us to provide increasingly sophisticated customization and configuration options while still keeping the "touch time" for the average project under 10 hours.

3. Research
We spent a great deal of time researching best practices in Code Generation, Feature Modeling, Software Product Lines, Model Driven Architecture, Domain Specific Languages, Language Oriented Programming and related fields as well as in Object Oriented Analysis and Design and Requirements Management. We also spent a great deal of time reviewing metadata based programming frameworks such as RiFE, Django and Ruby on Rails. 

4. General Experiences
We developed a layered approach to our generator with a decision support system on top of a feature modeler built on a set of horizontal Domain Specific Languages which are implemented using a combination of a template based code generator and a dynamic metadata driven framework. There were two particular decisions we made that have worked out extremely well for our use case but are worth highlighting as they may be non-intuitive.

4.1 Binding Time is Irrelevant

At first we thought we were in the code generation business. Over time we realized that we were really in the meta-programming business. When and how you bind your DSL statements into running code is an extremely low level technical decision that you should be able to make (and change) at any point in the process. We spent the first three months building an extremely flexible code generator but have spent most of the last nine months creating a metadata driven framework obviating the need for most of the code to be generated at all. 

There are three good reasons to generate code as opposed to writing a run-time interpreter for your DSLs. Firstly, generated code may well perform faster as you're compiling out layers of flexibility. Secondly the general-purpose implementation language you choose may be incapable of supporting certain functions dynamically and may need code generation to work. Thirdly from an Intellectual Property standpoint, you may not wish to deliver a generalized system to all of your clients in which case you may be better just generating code that solves their specific use cases and giving them only the generated code. 

Unless any of those three criteria affect your use case, you may want to be flexible about binding time. We have found that a metadata driven framework is somewhat easier to prototype and maintain than a system with a separate generator. Our final application uses a combination of runtime interpretation of metadata and code generation, but on the whole we try to do as much dynamically as we can.

4.2 You Might Want to Build not Borrow

At first we were extremely worried about the common "Not Invented Here" temptation to re-invent the wheel. The question for any developer is what level of abstraction to start with. Do you start with a complete framework like Django, a set of powerful elements like Spring and Hibernate or a base language like Java, ColdFusion, Ruby or c#? 

After a lot of trial and error, we decided to go down to the base programming language. Firstly we didn't want to be tied to generating in a subset of programming languages and most frameworks are not available in all languages. Secondly we found that as our Domain Specific Languages for describing an application changed, the adaptors mapping between the DSLs and the framework API became increasingly tortured and in certain cases we were simply unable to achieve what we wanted using the underlying frameworks. Finally, we found that by the time we had thoroughly investigated the frameworks out there, implementing the functionality we required was much less work than expected. 

For example, we created a Dependency Injection engine tailored to our needs with support for centralized XML and programmatic config files as well as a form of annotations and support for a novel third type of DI (mixin injection - to complement constructor and setter which it also supports). The whole "framework" weighs in at two classes and about 600 lines of well commented code.

We also implemented a data mapper with the ORM features we required and additional features that are less common in ORMs such as support for generating aggregate subqueries in the select when you want to see (for example) a list of users and the total salary for each across their n-jobs without having to create n+1 objects. It also supports smart calculated properties so you can ask for User.FullName and it'll SELECT FirstName, LastName based on simple declarative metadata. The entire mapper including ORM is under 1,000 lines of code and meets all of our current and envisioned use cases, and if we want to change the API, we can just change the way the underlying code base works. It took much less time to write this application than to understand Hibernate well enough to try to do the same in it.

5. Requirements
We knew from the start that we would have to spend as much time solving the requirements problem as solving the code generation problem. As mentioned before, there is little point being able to generate an application in an hour if it still takes six months to gather and process the requirements. In our experience, the amount of effort required to specify a common business application (one with little in the way of "rocket science") is usually equivalent to or even greater than the effort required to code it, so a true RAD solution has to simplify both the specification and coding process to be viable. 

5.1 The 20% Problem

The good thing with Small to Mid-sized Business (SMB) web applications is that on average they only need to customize 20% of the functionality of a common set of applications to meet their needs. The problem is that across a sufficiently large set of projects, you need to be able to change 100% of the functionality. Because of this, we decided that we needed a solution that would allow us to throw together a "best practices starting point" quickly based on their requirements but that would give us multiple layers of customization so there would be nothing that couldn't be changed.

5.2 Intent Driven Design

Firstly, we developed a generalized methodology to allow us to specify any custom application. We called it "Intent Driven Design" (IDD). With IDD we start by asking why the client wants to build the application - what is their business intent? What will they get out of it and how will they know if it is achieving their goals? This is the only element of the specification that isn't directly required to build the site, but we've found that having a clear business intent often helps with the many discussions required when locking down the site functionality by providing a structure in which to argue the merits of different solutions. So, when stake holders are arguing over whether or not to include a HR form on their website we can go back to the original intent for the site and perhaps agree that an HR form would be better slated as a phase 2 item.

From the business intent, we then go on to list the "roles" - the different groups of users with unique functional requirements. After a great deal of experimentation with personas, demographics and other approaches to identifying groups of users we found that while they were useful tools for better understanding the needs of site users they were not absolutely required to specify the functionality of a site (they do help to better elicit the ideal functionality - but that is beyond the scope of the services we provide by default).

From the roles, we then work with the client to identify "Essential Tasks" that the site must support. A "task" is simply another name for a use case. We have found when working with non-technical small business users that they immediately get the idea of a site allowing users to perform tasks. "Use cases" was just a piece of terminology that confused them. 

Once we have a list of essential tasks (with the focus on the "essential" - we'd rather build a small quick project and enhance it over time than develop the "one true web application" that never quite launches), we then need to figure out how the tasks should work. However, to minimize the time spent on specification, we make sure that the way we describe the tasks immediately allows us to generate at least a rough facsimile of the functionality required. We do that using statements in a set of Horizontal Domain Specific Languages to specify the application.

5.3 Horizontal DSLs

Often a distinction is made between generalized modeling approaches such as UML/MDA (Unified Modeling Language and Model Driven Architecture) and a domain driven approach using DSM (Domain Specific Modeling). With UML/MDA, an argument sometimes made is that the level of abstraction is not much higher than that of the code, so there is not always a substantial increase in productivity. Domain Specific Modeling using language workbenches is a valid approach to the development and maintenance of larger systems, but even with powerful tooling, authoring elegant domain specific DSLs is a difficult and time consuming task. 

We decided to take a "third way" by developing a set of horizontal Domain Specific Languages relevant to our problem space (you could argue that we simply implemented a Domain Specific Modeling approach across a wide domain - web application development). There are classes of problems that many web applications have to solve. Most web applications need to display screens of information, they need to have objects with properties and relationships. They need authentication systems, notification features, workflow capabilities and so on. So, we started by developing a set of horizontal DSLs that could be used for building anything from a content management system to an online insurance quotation application but that provided a higher level of abstraction than native code. We can then either use the statements in these DSLs to generate code, or if appropriate we can simply run them using a metadata driven framework with an appropriate set of APIs.

5.4 Feature Modeling

The problem is that even with expressive DSLs, it takes a while to fully describe an e-commerce application. "Would you like to have a cost price for your products and order items?" "Should we key products off of an ID or a SKU?" In our experience it takes 3-6 hours to fully describe an e-commerce applications in terms of the screens, flows, objects, relationships, properties, custom data types, value lists and other elements required to generate the application (and eliciting the information to specify the application can take much longer than that). For our use case this seemed extremely wasteful given that most of our clients have a substantial overlap in terms of their requirements.

Because of this, we implemented a simple feature modeling system allowing users to select, configure and (if necessary) extend standard features. We broke down our applications into common "features" (base content management, catalog, cart, checkout, newsletter, discussion board, etc.). Each feature was assigned 1..n statements in any of our horizontal DSLs and they were classified as either essential or optional. So, for example, a catalog requires a Product object which must also have a Title property and which may optionally have Short Description and Price properties. Power users can configure a feature just by viewing all of the optional metadata for the feature and selecting the items they want. End users can go through a simple decision support system comprised of n-questions whose answers associate optional metadata to the application and optionally drive additional sub questions (for example, if you sell tangible goods, you'll have to answer sub-questions about shipping). So, each feature has 0..n top level questions. Every answer to each question may associate optional metadata to an application (o..n pieces) and may also add 0..n additional questions to the question stack.

We also allowed for the extension of the features at a DSL level, so if you wanted to overload or add a statement, you could add custom statements unique to your application (such as a custom screen, workflow or object property) and they would be included in your application.

5.5 Reusable Metadata

Before we could build the feature modeling system, we needed a mechanism for reusing metadata easily across applications. In the end we decided to use a database as the concrete syntax for our (declarative) DSLs. Most systems don't use databases for concrete syntax - preferring a textual format such as XML, but once we solved the tooling problems (we wrote a system that will take an abstract grammar  and generates the appropriate database tables and metadata access code) we had an extremely powerful system. For any project we can get all of the metadata required by unioning the essential metadata for the selected features with any optional metadata selected for that application and any metadata added that is custom to the project. A database approach provides so much more flexibility for re-using statements across applications efficiently.

5.6 Workflow

So, how do all of the pieces work together? For simple sites we go straight into selecting and configuring standard features. For more custom sites, we use IDD to understand the business objectives, roles and essential use cases for the site. Based on that we then help the clients to select and configure any standard features and (for the most custom sites) to specify any custom features on a screen by screen and step by step basis using IDD. When we reach the limits of configuration, we can overload or add custom statements in any of our DSLs and if we reach the limits of our DSLs we can either add or extend the language fairly easily using the tooling available, or add a custom class to extend the appropriate base, generated or framework class. The DI engine is smart enough to look for custom classes before instantiating the appropriate base, generated or framework class if the custom class doesn't exist.

6. Conclusions
As Fred Brookes noted in 1986, there is no silver bullet. However, as has been proven in car manufacturing lots of little improvements can cumulatively have a huge impact on productivity.

We are working in an unusual space. Most Software Product Lines are not targeted at SMB’s. Most language workbenches are not designed for reuse of statements across thousands of unique applications. Most developers working on generative programming do not consider 15 hours to be a unacceptably long amount of time to specify, generate, iterate and deploy an entire custom application. But in working in this space I believe we have managed to pull together an interesting synthesis of technologies – from metadata driven frameworks through Domain Specific Languages, Software Product Lines, Feature Modeling and rudimentary Decision Support - some elements of which might be of use in quite different use cases.

If you would like to keep up to date with our technical ideas, please visit http://www.pbell.com. For more information on the company, go to http://www.systemsforge.com.










PAGE  

